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Vector space representations of words

Historically, a diverse collection of ideas and methods

• 1980s/1990s/2000s 
– Latent semantic analysis (LSA)
– Probabilistic LSA, topic models

• 2000s/2010s
– Word embeddings via neural language models
– word2vec
– Glove
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What defines the context of a word? 

Several answers possible

1. Entire documents: Words that occur in the same documents are 
related
– Example: soccer and referee may show up in the same document often 

because they share a topic

2. Neighboring words: Words that occur in the context of the same words 
carry similar meanings
– Example: USA and America may be used in interchangably in certain contexts
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What defines the context of a word? 

Several answers possible

1. Entire documents: Words that occur in the same documents are related
– Example: soccer and referee may show up in the same document often because 

they share a topic

2. Neighboring words: Words that occur in the context of the same words carry 
similar meanings
– Example: NYC and Yankees may be used in interchangably in certain contexts, but 

NYC and baseball may not. 
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Documents as context

• Arose in the information retrieval world

• Led to latent semantic analysis (LSA), topic models, latent Dirichlet 
analysis

• Captures relatedness between words
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Neighboring words as context

• Typically uses a window around a word 
• For example, suppose we consider a window of size 2 to the left and 

right

8

John sleeps during the day and works at night.
Mary starts her day with a cup of coffee.
John starts his day with an angry look at his inbox.
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Neighboring words as context

• Typically uses a window around a word 
• For example, suppose we consider a window of size 2 to the left and 

right

We have a co-occurrence vector
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John sleeps during the day and works at night.
Mary starts her day with a cup of coffee.
John starts his day with an angry look at his inbox.

during the and works starts her his with a an

1 1 1 1 2 1 1 2 1 1

Not showing entries with zeros, which will include all other words



Neighboring words as features

Commonly seen in NLP, especially with linear models
– Standard features before neural networks became common

However:
1. Sparsity can cause problems
2. High dimensionality can cause problems

In both cases, with regard to generalization and memory
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Addressing sparsity and dimensionality

• Dimensionality reduction

• Project the word-word co-occurrence matrix to a lower dimensional 
space
– Perform singular value decomposition
– Suppose 𝐶 is the co-occurrence matrix, then we have:

𝑈, Σ, 𝑉! = 𝑠𝑣𝑑(𝐶)
– Treat the rows of 𝑈as word embeddings

• Key idea: Word embeddings as dense, low dimensional vectors
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Variants on this theme

1. Frequent words can dominate counts
– Words like a, the, is, in, etc will occcur in the context of nearly every word
– Control for this by putting an upper limit on the count. For eg: If a word occurs 

more than 100 times in a context, then restrict its count to 100.

2. Instead of counts, we can use other properties of words in contexts
– Eg: log frequencies, correlation coefficients, etc
– All these will give us different embeddings
– We will revisit this idea soon
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Good news: The embeddings capture meaningful 
regularities

15
Rohde, Douglas LT, Laura M. Gonnerman, and David C. Plaut. "An improved model of semantic similarity based on 
lexical co-occurrence." Communications of the ACM 8, no. 627-633 (2006): 116.

Both syntactic and semantic



Bad news: SVD is slow

16

• The matrix at hand is huge
– Rows/columns = Number of words 

• Time complexity of SVD is cubic in this number 
– However, various incremental SVD algorithms exist

• But do we need to perform this computation at all?



Representing meaning
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What do words mean? 

How do they get their meaning?
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Representing meaning
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cat dogtiger table

What do words mean? 

How do they get their meaning?

Perhaps more pertinent for modeling language: 
How can we represent the meaning of words in a form that is 

computationally flexible?



Words are atomic symbols

The strings cat, tiger, dog and table are different from each other

If we systematically replace all words with unique identifiers, does their meaning 
change?

Think about substituting cat with uniq-id-1, table with uniq-id-53, …

As long as we are consistent in our substitution, sentence meaning would not be harmed

So how do we represent word meaning in a way that is grounded in the way they 
are used?
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by everyone?



Words are atomic symbols

The strings cat, tiger, dog and table are different from each other

If we systematically replace all words with unique identifiers, does their meaning 
change?

Think about substituting cat with uniq-id-1, table with uniq-id-53, …

As long as we are consistent in our substitution, sentence meaning would not be harmed

So how do we represent word meaning in a way that is grounded in the way they 
are used?
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So how do we represent word meaning in a way that is grounded in the way they are used 
by everyone?

Various perspectives exist



An ontology: Eg. WordNet
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The meaning of words: Perspective 0

Synonyms/Hypernyms (Ordered by Estimated Frequency) of noun cat
8 senses of cat
Sense 1
cat, true cat
       => feline, felid
Sense 2
guy, cat, hombre, bozo
       => man, adult male
Sense 3
Cat
       => gossip, gossiper, gossipmonger, rumormonger, rumourmonger, newsmonger
Sense 4
kat, khat, qat, quat, cat, Arabian tea, African tea
       => stimulant, stimulant drug, excitant
Sense 5
cat-o'-nine-tails, cat
       => whip
Sense 6
Caterpillar, cat
       => tracked vehicle
Sense 7
big cat, cat
       => feline, felid
Sense 8
computerized tomography, computed tomography, CT, computerized axial tomography, computed axial 
tomography, CAT
       => X-raying, X-radiation
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8 senses of cat
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cat, true cat
       => feline, felid
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       => stimulant, stimulant drug, excitant
Sense 5
cat-o'-nine-tails, cat
       => whip
Sense 6
Caterpillar, cat
       => tracked vehicle
Sense 7
big cat, cat
       => feline, felid
Sense 8
computerized tomography, computed tomography, CT, computerized axial tomography, computed axial 
tomography, CAT
       => X-raying, X-radiation

Such a taxonomy shows hypernymy relationships between words

• A high precision resource

• Typically manually built
• Hard to keep it up-to-date 
• New words enter our lexicon, words change meaning over time

• Does not necessarily reflect how words are used in real life
• Perhaps related to the previous concern

• Various methods for computing similarities between words using such an 
ontology. 
• Eg: using distances in the hypernym hierarchy such as the Wu & Palmer 

similarity measure

The meaning of words: Perspective 0



The distributional hypothesis

Words that occur in the same context have similar meanings
– Zelig Harris, J. R. Firth
– Firth (1957) : “You shall know a word by the company it keeps”

• The key idea: To characterize the meaning of a word, we need to we 
characterize the distribution of its context

• What context?
– Commonly interpreted as neighboring words in text
– Could be syntactic/semantic/discourse/pragmatic/… context
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Mary starts her

He starts his

and works at night
with a cup of coffee

with an angry look at his inbox
day
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The distributional hypothesis

Words that occur in the same context have similar meanings
– Zelig Harris, J. R. Firth
– Firth (1957) : “You shall know a word by the company it keeps”

• The key idea: To characterize the meaning of a word, we need to we 
characterize the distribution of its context

• What context?
Commonly interpreted as neighboring words in text, but could be 
syntactic/semantic/discourse/pragmatic/… context. 
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The meaning of words: Perspective 1

We will see more about context soon



Symbolic vs. Distributed representations

• The words cat, tiger, dog and table are symbols

• Just knowing the symbols does not tell us anything about what they 
mean. For example:
1. Cats and tigers are conceptually closer to each other than to dogs or tables
2. Cats, tigers and dogs are closer to each other than tables

• What we need: A representation scheme that inherently captures 
similarities between similar objects 

18
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Symbolic vs. Distributed representations

For example: Think about feature representations

20

Cat Dog Tiger Table

These one-hot vectors do not capture inherent similarities

Distances or dot products are all equal

The meaning of words: Perspective 2



Symbolic vs. Distributed representations

Distributed representations capture similarities better
– Think of them as vector valued representations can coalesce superficially distinct 

objects
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Cat Dog Tiger Table

Dense vector (often lower dimensional) representations can capture similarities better

The meaning of words: Perspective 2



Word embeddings (or word vectors)

A mapping from words to a vector space
– Could be a fixed mapping that is context independent (word2vec, Glove, etc)

We will see these very soon

– Could be a parameterized mapping that is context dependent (ELMo, BERT, etc)
We will see these later in the semester

A first step in any neural network model for textual inputs
– First, convert words to vectors, then attend to the task you want to solve 
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Perspectives on word embeddings

1. They capture distributional semantics: Embeddings are low dimensional vectors that 
are constructed by appealing to the distributional hypothesis

2. They are distributed representations of words: The embedding dimensions 
represent underlying aspects of meaning and words are characterized by 
membership to these latent dimensions

3. They provide features: Word embeddings are a widely-used, convenient learned 
feature representations. 
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Learning word embeddings

• Bengio et al 2003: Define a neural language model that embedded words 
along the way

• Collobert & Weston 2008: Showed that word embeddings can actually 
help many NLP tasks

• Mikolov 2013: word2vec
– Two families of widely used models
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A brief detour: Language models

Given a sequence of words so far (𝑤!, 𝑤", ⋯ ,𝑤#$!), what is the probability of the next 
word 𝑤#?
– Eg: 𝑤!, 𝑤", ⋯ ,𝑤#$! =Once upon a …

𝑃 𝑤# 𝑤!, 𝑤", ⋯𝑤#

Before neural networks, this involved counting

𝑃 𝑤# 𝑤!, 𝑤", ⋯𝑤#$! =
𝑐𝑜𝑢𝑛𝑡(𝑤!, 𝑤", ⋯ ,𝑤#$!, 𝑤#)
𝑐𝑜𝑢𝑛𝑡 𝑤!, 𝑤", ⋯ ,𝑤#$!

Typically there are many ways to smooth this distribution

4

Eg, five-gram models (n=5), with Kneser Ney smoothing
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Many variants on this theme – e.g., 
left and right context could be involved

Bengio et al 2003: What if this probability is defined by a neural network?
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Training a neural language model

Given a sentence 𝑤!, 𝑤", ⋯ , 𝑤#, we can write its probability as 

𝑃 𝑤!, 𝑤", ⋯ , 𝑤# =&𝑃(𝑤$ ∣ 𝑤$%!, ⋯𝑤$%&'!)	

This gives us a natural definition for log loss

𝐽(𝑝𝑎𝑟𝑎𝑚𝑠) =1log𝑃(𝑤$ ∣ 𝑤$%!, ⋯𝑤$%&'!)
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The language model, in this case, a neural network
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One question left: What is a good neural network 
architecture for this problem?



Neural network language models

• A multi-layer neural network [Bengio et al 2003]
– Words → embedding layer → hidden layers → softmax
– Cross-entropy loss

• Instead of producing probability, just produce a score for the next word (no 
softmax) [Collobert and Weston, 2008]
– Ranking loss
– Intuition: Valid word sequences should get a higher score than invalid ones

• No need for a multi-layer network, a shallow network is good enough [Mikolov, 
2013, word2vec]
– Simpler model, fewer parameters
– Faster to train

16
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Context = previous 
words in sentence

Context = previous 
and  next words in 
sentence



Coming up…

• The word2vec models: Skipgram and CBOW

• Connection between word2vec and matrix factorization

• Glove

• Evaluating word embeddings

21
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• Word embeddings: Early work

• Word embeddings via language models

• Word2vec and Glove

• Evaluating embeddings

• Design choices and open questions
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Word embeddings via language models

The goal: To find vector embeddings of words

High level approach: 
1. Train a model for a surrogate task (in this case language modeling)
2. Word embeddings are a byproduct of this process
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– Words → embedding layer → hidden layers → softmax
– Cross-entropy loss

• Instead of producing probability, just produce a score for the next word (no 
softmax) [Collobert and Weston, 2008]
– Ranking loss
– Intuition: Valid word sequences should get a higher score than invalid ones

• No need for a multi-layer network, a shallow network is good enough [Mikolov, 
2013, word2vec]
– Simpler model, fewer parameters
– Faster to train

4

Context = previous 
words in sentence

Context = previous 
and  next words in 
sentence



This lecture

• The word2vec models: CBOW and Skipgram

• Connection between word2vec and matrix factorization

• GloVe
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Word2Vec

• Two architectures for learning word embeddings
– Skipgram and CBOW

• Both have two key differences from the older Bengio/C&W approaches
1. No hidden layers
2. Extra context (both left and right context)

• Several computational tricks to make things faster

6

[Mikolov et al ICLR 2013, Mikolov et al NIPS 2013]



This lecture

• The word2vec models: CBOW and Skipgram

• Connection between word2vec and matrix factorization

• GloVe
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Continuous Bag of Words (CBOW)

Given a window of words of a length 2m + 1
Call them: 𝑥!", ⋯ , 𝑥!# 𝑥$𝑥#, ⋯ , 𝑥"

Define a probabilistic model for predicting the middle word
𝑃(𝑥! ∣ 𝑥"#	, ⋯ , 𝑥"$, 𝑥$ , ⋯ , 𝑥# )

Train the model by minimizing loss over the dataset

𝐿 =+log𝑃(𝑥! ∣ 𝑥"#	, ⋯ , 𝑥"$, 𝑥$ , ⋯ , 𝑥# )	
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Need to define 
this to complete 
the model



The CBOW model

The classification task
– Input: context words 𝑥!"	, ⋯ , 𝑥!#, 𝑥# , ⋯ , 𝑥"
– Output: the center word	𝑥$
– These words correspond to one-hot vectors

• Eg: cat would be associated with a dimension, its one-hot vector has 1 in that dimension and zero 
everywhere else

Notation:
– n: the embedding dimension (eg 300)
– V: The vocabulary of words we want to embed

Define two matrices:
1. 𝒱: a matrix of size 𝑛×|𝑉| 
2. 𝒲: a matrix of size 𝑉 ×𝑛
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The CBOW model

1. Map all the context words into the n dimensional space using 𝒱
– We get 2m vectors 𝒱𝑥!", ⋯ , 𝒱𝑥!#, 𝒱𝑥#, ⋯ , 𝒱𝑥"

2. Average these vectors to get a context vector

3𝑣 =
1
2𝑚

7
%&!",%($

"

𝒱𝑥%

3. Use this to compute a score vector for the output
𝑠𝑐𝑜𝑟𝑒 = 𝒲,𝑣

4. Use the score to compute probability via softmax 
𝑃 𝑥$ =⋅ 𝑐𝑜𝑛𝑡𝑒𝑥𝑡 = 𝑠𝑜𝑓𝑡𝑚𝑎𝑥(𝒲,𝑣)
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Input: context 𝑥!"	, ⋯ , 𝑥!#, 𝑥# , ⋯ , 𝑥"
Output: the center word	𝑥$

n: the embedding dimension (eg 300)
V: The vocabulary

𝒱: a matrix of size 𝑛×|𝑉| 
𝒲: a matrix of size 𝑉 ×𝑛
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Exercise: Write this as a 
computation graph

Input: context 𝑥!"	, ⋯ , 𝑥!#, 𝑥# , ⋯ , 𝑥"
Output: the center word	𝑥$

n: the embedding dimension (eg 300)
V: The vocabulary

𝒱: a matrix of size 𝑛×|𝑉| 
𝒲: a matrix of size 𝑉 ×𝑛
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Word embeddings = Rows of the 
matrix corresponding to the 
output. That is, rows of 𝒲

Input: context 𝑥!"	, ⋯ , 𝑥!#, 𝑥# , ⋯ , 𝑥"
Output: the center word	𝑥$

n: the embedding dimension (eg 300)
V: The vocabulary

𝒱: a matrix of size 𝑛×|𝑉| 
𝒲: a matrix of size 𝑉 ×𝑛



The CBOW loss: A worked example

Consider the loss for one example with context size 2 on each side. 
Denote the words by a b c d e with c being the output

• Step 1: Project a, b, d, e using the matrix 𝒱. This gives us rows of the matrix: 𝑣+, 𝑣, , 𝑣- , 𝑣..

• Step 2: Their average:

%𝑣 =
𝑣+ + 𝑣, + 𝑣/ + 𝑣-

4
• Step 3: The score = 𝒲%𝑣

– Each element of this score corresponds to the score for a single word. 

• Step 4: the probability of a word being the center word
𝑃 ⋅ 𝑎, 𝑏, 𝑑, 𝑒 = softmax(𝒲%𝑣)
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The CBOW loss: A worked example

Consider the loss for one example with context size 2 on each side. 
Denote the words by a b c d e with c being the output

• Step 4: the probability of a word being the center word
𝑃 ⋅ 𝑎, 𝑏, 𝑑, 𝑒 = softmax(𝒲3𝑣)

More concretely: 

𝑃 𝑐	 𝑎, 𝑏, 𝑑, 𝑒) =
exp(𝑤)* 3𝑣)

∑%&#
|,| exp(𝑤%* 3𝑣)

The loss requires the negative log of this quantity.

𝐿𝑜𝑠𝑠 = −𝑤)* 3𝑣 + log7
%&#

|,|

exp(𝑤%* 3𝑣)	
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Exercise: Calculate the derivative of this with respect to all the w’s and the v’s 
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Exercise: Calculate the derivative of this with respect to all the w’s and the v’s 

Note that this 
sum requires 
us to iterate 
over the entire 
vocabulary for 
each example!



This lecture

• The word2vec models: CBOW and Skipgram

• Connection between word2vec and matrix factorization

• GloVe
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Skipgram

Given a window of words of a length 2m + 1
Call them: 𝑥!", ⋯ , 𝑥!# 𝑥$𝑥#, ⋯ , 𝑥"

31

The other word2vec model



Skipgram

Given a window of words of a length 2m + 1
Call them: 𝑥!", ⋯ , 𝑥!# 𝑥$𝑥#, ⋯ , 𝑥"

Define a probabilistic model for predicting each context word
𝑃(𝑥ST#UVWU ∣ 𝑥!)

32

Inverts the inputs and outputs from CBOW

As far as the probabilistic model is concerned:
Input: the center word
Output: all the words in the context



Skipgram

Given a window of words of a length 2m + 1
Call them: 𝑥!", ⋯ , 𝑥!# 𝑥$𝑥#, ⋯ , 𝑥"

Define a probabilistic model for predicting each context word
𝑃(𝑥ST#UVWU ∣ 𝑥!)
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Inverts the inputs and outputs from CBOW

As far as the probabilistic model is concerned:
Input: the center word
Output: all the words in the context

Inverts the inputs and outputs from CBOW

As far as the probabilistic model is concerned:
Input: the center word
Output: all the words in the context



The Skipgram model

The classification task
– Input: the center word	𝑥0
– Output: context words 𝑥12	, ⋯ , 𝑥13, 𝑥3 , ⋯ , 𝑥2
– As before, these words correspond to one-hot vectors

Notation:
– n: the embedding dimension (eg 300)
– V: The vocabulary of words we want to embed

Define two matrices:
1. 𝒱: a matrix of size 𝑛×|𝑉| 
2. 𝒲: a matrix of size 𝑉 ×𝑛
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The Skipgram model

1. Map the center words into the n-dimensional space using𝒲
– We get an n dimensional vector 𝑤 = 	𝒲𝑥$

2. For the 𝑖UXcontext position, compute the score for a word occupying 
that position as

𝑣Y = 𝒱𝑤

3. Normalize the score for each position to get a probability
𝑃 𝑥Y =	⋅ 𝑥! = softmax(𝑣Y)
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Input: the center word	𝑥$
Output: context 𝑥!"	, ⋯ , 𝑥!#, 𝑥# , ⋯ , 𝑥"

n: the embedding dimension (eg 300)
V: The vocabulary

𝒱: a matrix of size 𝑛×|𝑉| 
𝒲: a matrix of size 𝑉 ×𝑛
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Input: the center word	𝑥$
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𝑣Y = 𝒱𝑤

3. Normalize the score for each position to get a probability
𝑃 𝑥Y =	⋅ 𝑥! = softmax(𝑣Y)
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Remember the goal of learning: 
Make this probability highest for 
the observed words in this 
context.
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The Skipgram loss:  A worked example

Consider the loss for one example with context size 2 on each side. 
Denote the words by a b c d e with c being the output

Step 1: Get the vector 𝑤) = 	𝒲𝑐 

Step 2: For every position compute the score for a word occupying that position as 𝑣 = 𝒱𝑤)

Step 3: Normalize the score for each position using softmax

𝑃 𝑥% =⋅ 𝑥$ = 𝑐 = softmax(𝑣)
Or more specifically:

𝑃 𝑥!- = 𝑎 𝑥$ = 𝑐 =
exp 𝑣.*𝑤)

∑%&#
|,| exp(𝑣%*𝑤))
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The Skipgram loss:  A worked example

Consider the loss for one example with context size 2 on each side. 
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The loss for this example is the sum of the negative log of this over all the context words.

𝐿𝑜𝑠𝑠 = 7
/∈{.,2,3,4}

−𝑣/*𝑤) + log7
%&#

,

exp 𝑣%*𝑤) 	
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Note that this sum 
requires us to 
iterate over the 
entire vocabulary 
for each example!



Negative sampling

• Can we make it faster?

• Answer [Mikolov et al 2013]: change the objective function and define a new 
objective function that does not have the same problem
– Negative Sampling

• The overall method is called Skipgram with Negative Sampling (SGNS)

50

log(
!"#

$

exp 𝑣!%𝑤& 	

This sum requires us 
to iterate over the 
entire vocabulary for 
each example!



Negative sampling: The intuition

• A new task: Given a pair of words (w, c), is this a valid pair or not?
That is, can word c occur in the context window of w or not?

• This is a binary classification problem
– We can solve this using logistic regression
– The probability of a pair of words being valid is defined as

𝑃 𝑐 𝑤 = 𝜎 𝑣%&𝑤' =
1

1 + exp(−𝑣%&𝑤')

• Positive examples are all pairs that occur in data, negative examples are all pairs that don’t occur in 
data, but this is still a massive set!

• Key insight: Instead of generating all possible negative examples, randomly sample k of them in each 
epoch of the learning loop
– That is, there are only k negatives for each positive example, instead of the entire vocabulary
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Word2vec notes

There are many other tricks that are needed to make this work and scale
– A scaling term in the loss function to ensure that frequent words do not dominate 

the loss 
– Hierarchical softmax if you don’t want to use negative sampling
–  A clever learning rate schedule
– Very efficient code

See readings for more details
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This lecture

• The word2vec models: CBOW and Skipgram

• Connection between word2vec and matrix factorization

• GloVe
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Recall: matrix factorization for embeddings

The general agenda

1. Construct a matrix word-word M whose entries are some function extracted 
from data involving words in context (e.g., counts, normalized counts, etc)

2. Factorize the matrix using SVD to produce lower dimensional embeddings of 
the words

3. Use one of the resulting matrices as word embeddings
– Or some combination thereof
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Word2vec and matrix factorization

[Levy and Goldberg, NIPS 2014]: Skipgram negative sampling is implicitly factorizing a 
specific matrix of this kind
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Word2vec and matrix factorization

[Levy and Goldberg, NIPS 2014]: Skipgram negative sampling is implicitly factorizing a 
specific matrix of this kind

Two key points to note:

1. The entries in the matrix are a shifted positive pointwise mutual information 
(SPPMI) between a word and its context word.

𝑃𝑀𝐼 𝑤, 𝑐 = log
𝑝(𝑤, 𝑐)
𝑝 𝑤 𝑝(𝑐)

61

These probabilities are computed by counting 
the data and normalizing them



Word2vec and matrix factorization

[Levy and Goldberg, NIPS 2014]: Skipgram negative sampling is implicitly factorizing a 
specific matrix of this kind

Two key points to note:

1. The entries in the matrix are a shifted positive pointwise mutual information 
(SPPMI) between a word and its context word.

𝑃𝑀𝐼 𝑤, 𝑐 = log
𝑝(𝑤, 𝑐)
𝑝 𝑤 𝑝(𝑐)

𝑆𝑃𝑃𝑀𝐼 𝑤, 𝑐 = max 0, 𝑃𝑀𝐼 𝑤, 𝑐	 − log 𝑘
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Word2vec and matrix factorization

[Levy and Goldberg, NIPS 2014]: Skipgram negative sampling is implicitly factorizing a 
specific matrix of this kind

Two key points to note:

2. The matrix factorization method is not truncated SVD. 
– It instead minimizes the objective function to compute the factorized matrices
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This lecture

• The word2vec models: CBOW and Skipgram

• Connection between word2vec and matrix factorization

• GloVe [Pennington et al 2014]
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What matrix to factorize?

If we are building word embeddings by factorizing a matrix, what matrix 
should we consider?

• Word counts [Rhode et al 2005]

• Shifted PPMI (implicitly) [Mikolov 2013, Levy & Goldberg 2014]

• Another answer: log co-occurrence counts [Pennington et al 2014]
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Co-occurrence probabilities

Given two words i and j that occur in text, their co-occurrence probability is defined as the 
probability of seeing word i in the context of word j

𝑃 𝑗 𝑖 =
count(𝑗	in	context	of	𝑖)

∑4 count(𝑘	in	context	of	𝑖)
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Co-occurrence probabilities

Given two words i and j that occur in text, their co-occurrence probability is defined as the 
probability of seeing word i in the context of word j

𝑃 𝑗 𝑖 =
count(𝑗	in	context	of	𝑖)

∑4 count(𝑘	in	context	of	𝑖)

Claim: If we want to distinguish between two words, it is not enough to look at their co-
occurrences, we need to look at the ratio of their co-occurrences with other words

–  Formalizing this intuition gives us an optimization problem
 

67



Co-occurrence ratios: An example

68
Example from Pennington et al 2014

Words that can discriminate 
between ice and steam

Equally close to 
both ice and steam

Equally far to both 
ice and steam



Co-occurrence ratios: An example

69
Example from Pennington et al 2014

Words that can discriminate 
between ice and steam

Equally close to 
both ice and steam

Equally far to both 
ice and steam

high low Close to one

“The word solid occurs 
more frequently with ice 
than it does with steam”

“The word gas occurs less 
frequently with ice than it 
does with steam”

“The words water and fashion 
occur about as frequently with 
ice than it does with steam”



The GloVe objective

Notation: 
• 𝑖	: word, 𝑗	: a context word
• w5: The word embedding for 𝑖
• 𝑐6: The context embedding for j
• 𝑏57 , 𝑏6/: Two bias terms: word and context specific
• 𝑋56: The number of times word 𝑖 occurs in the context of 𝑗

The intuition: 
1. Construct a word-context matrix whose 𝑖, 𝑗 89 entry is log	𝑋56

2. Find vectors w5 , c:and the biases 𝑏5 , 𝑐6 such that the dot product of the vectors added to the 
biases approximates the matrix entries
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The GloVe objective

Notation: 
• 𝑖	: word, 𝑗	: a context word
• w5: The word embedding for 𝑖
• 𝑐6: The context embedding for j
• 𝑏57 , 𝑏6/: Two bias terms: word and context specific
• 𝑋56: The number of times word 𝑖 occurs in the context of 𝑗

Objective

𝐽 = 	 R
5,6;3

|<|

𝑤5=𝑐6 + 𝑏5 + 𝑏6 − log𝑋56
>
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Problem: Pairs that frequently co-occur tend to dominate the objective.

Answer: Correct for this by adding an extra term that prevents this



The GloVe objective

Notation: 
• 𝑖	: word, 𝑗	: a context word
• w5: The word embedding for 𝑖
• 𝑐6: The context embedding for j
• 𝑏57 , 𝑏6/: Two bias terms: word and context specific
• 𝑋56: The number of times word 𝑖 occurs in the context of 𝑗

Objective
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𝑓	: A weighting function that assigns lower relative importance to frequent co-occurrences



GloVe: Global Vectors

Essentially a matrix factorization method

Does not compute standard SVD though
1. Re-weighting for frequency
2. Two-way factorization, unlike SVD which produces 𝑈, Σ, V
3. Bias terms

Final word embeddings for a word: The average of the word and the 
context vectors of that word
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Summary

• We saw three different methods for training word embeddings

• Many, many, many variants and improvements exist

• Various tunable parameters/training choices:
– Dimensionality of embeddings
– Text for training the embeddings
– The context window size, whether it should be symmetric
– And the usual stuff: Learning algorithm to use, the loss function, hyper-parameters

• See references for more details
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Word Embeddings



Overview

• Representing meaning

• Word embeddings: Early work

• Word embeddings via language models

• Word2vec and Glove

• Evaluating embeddings

• Design choices and open questions
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The evaluation problem

• Suppose we have a way to convert words to vectors
– Pick your favorite method

• The (sometimes unstated) implication here is that these vectors 
represent the meaning of words

• How can we verify this claim?
    Thoughts?
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Using word embeddings

Once we have word embeddings, what can we do with them? Several possibilities: 

1. Measure word similarities and distances

Eg: Cosine similarity of two words A and B = 𝐚!𝐛
𝐚 𝐛

Other similarity functions are possible

2. Use this to find similar words or most dissimilar words
Eg: Find the odd word among the  following: cat, tiger, dog, table
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Using word embeddings

Once we have word embeddings, what can we do with them? Several possibilities: 

3. Document or short snippet similarities
Question: If we have word vectors, how do we represent documents in the same 
vector space?

Several answers. Most common: average or add the word embeddings

Gives natural definitions for document similarities
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Two broad families of evaluations

1. Intrinsic evaluation: Evaluate the representation directly without training another 
model
– Typically simple tasks where success or failure is (almost) entirely a function of the 

representation
– Easy to compute, but doesn’t say much about the embeddings as features

2. Extrinsic evaluation: Evaluate the impact of the representation on another task
– Typically, a neural network
– Can be more practically useful, but slow and depends on the quality of the model for the task 

being tested
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Word Analogies

Given an incomplete analogy of the form 
a : b :: c : ?

Find the word that best answers fits

The famous example:
King : Queen :: Man : ?

9
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Word Analogies

Given word embeddings, one way to answer the question  “a : b :: c : ?” is

argmax!	
𝑥# − 𝑥$ + 𝑥% &𝑥!
| 𝑥# − 𝑥$ + 𝑥% |

That is, if the answer is the word d, then we have 
𝑥# − 𝑥$ ≈ 𝑥% − 𝑥'
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Not the only way to answer the question. Instead of this 
additive method, we could do something multiplicative

Intrinsic evaluation example



Word analogies data sets

Several standard datasets exist for word analogies
– Some capture syntactic patterns

• give : giving :: take : ?

– Some capture semantic patterns
•  queen: king :: tigress : ?

– Some require world knowledge
•  Utah : Salt Lake City :: Iowa : ?

12



General trends

• More data helps with analogy evaluations

• Very low and very high dimensional vectors seem to work
– Need a sweet spot for best results
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Word similarity evaluation

• Another intrinsic evaluation

• Pairs of words are hand-annotated with similarity scores

• The goal of the embeddings is to produce these scores 
– Or perhaps more reasonably, similar clusterings or rankings as the scores

• Standard software libraries exist for evaluating embeddings in this 
fashion
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