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Neural Network Unit

This is not in your brain

Output value

Non-linear transform

Weighted sum

Weights  w,
Input layer  x;
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Take weighted sum of inputs, plus a bias
Z= b+ Wi X;
i
Z= wWax+ b
Instead of just using z, we'll apply a nonlinear activation

function f:
y=a= 1(2)
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We're already seen the sigmoid for logistic regression:
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1 +exp(—(w-x+b))
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Output value

Non-linear activation function

Weighted sum

Weights
Input layer
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w =1]0.2,0.3,0.9]

b =0.5

What happens with input x:
x =10.5,0.6,0.1}

y=1! (wax+ b) =
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w =1]0.2,0.3,0.9]
b =0.5

What happens with the following input x?
x =10.5,0.6,0.1}

1
Y = G(W-X—I—b) — 1 4 e~ (wa+D)
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"#H#P%&' (") *+, (Y-
w =1]0.2,0.3,0.9]
b =0.5

What happens with input x:
X = [0.5,0.6,0.1%

y=!(wax+b)= 7o warb) —
1 —
1+ ¢ (5".2+.6".3+.1".9+.5)
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"#H#P%&' (") *+, (Y-
w =1]0.2,0.3,0.9]
b =0.5
What happens with input x:
x =10.5,0.6,0.1}

1
y=0(w-x+b)= 7 g warb)
1 - 1
1+ @ (5'.2+.6".3+.1".9+ 5 1+ @ 087 = .70




Non-Linear Activation Functions besides sigmoid

Most Common:
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Can neural units compute simple functions of input?

AND OR XOR
X1 X2|y X1 X2 |y X1 X2 |y
O 0 |0 O 010 O 010
O 1 |0 O 1|1 O 1 |1
1 0 |0 1 0 |1 1 0 |1
1 1|1 1 1 |1 1 1 |0
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A very simple neural unit
" Binary output (0 or 1)

' No non-linear activation function

!
-0, fwax+Db! O
Y= 1 ifwax+b>0
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O, fwax+b! O

Y= 1, ifwax+ b>0
X X1
\Q
1
X9 1>® X9 O/
-1 AND OR
_|_1/ X1 X2y +1/ X1 X2 |y
O 0 |0 0 0 10
O 1 |0 0 1 |1
"# 1010 $% 1 0 |1
1 1 |1 1 1 |1
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O, fwax+b! O

Y= 1, ifwax+ b>0
X X1
\Q
1
X9 1>® X9 O/
-1 AND OR
_|_1/ X1 X2y +1/ X1 X2 |y
O 0 |0 0 0 10
O 1 |0 0 1 |1
"# 1010 $% 1 0 |1
1 1 |1 1 1 |1
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O, fwax+b! O

Y= 1, ifwax+ b>0
X X1
\Q
1
X9 1>® X9 O/
-1 AND OR
_|_1/ X1 X2y +1/ X1 X2 |y
O 0 |0 0 0 10
O 1 |0 0 1 |1
"# 1010 $% 1 0 |1
1 1 |1 1 1 |1




Not possible to capture XOR with perceptrons

Pause the lecture and try for yourself!
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(in standard linear format: ". #"'%&, ' .(", "%&' .("""(
"HSY8H (%) *+SYHSIBR' ) &*'1+,-(

I Oifinputis on one side of the line
1 if on the other side of the line
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XOR I"#$%be calculated by a single perceptron
XOR !"# be calculated by a layered network of units.

Y OR H$%&, @

X1 X2y -2

0 0|0  sswe

0 1 |1 T

1 0 |1 1 1 1 1

1 1|0 XT §(2 AN
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XOR I"#$%be calculated by a single perceptron
XOR !"# be calculated by a layered network of units.

XOR @

X1 X2y -2

O O |0

0 1 |1 T

1 0 |1 1 1 1 1

1 1|0 XT §(2 AN
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a) The original x space
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b) The new (linearly separable) / space

(With learning: hidden layers will learn to form useful representations)
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Can also be called &'(%)("+,-./,-1,/%-0#1 (or
2341) for historical reasons




Binary Logistic Regression as a 1-layer Network

(we don't count the input layer in counting layers!)

Output layer
(0 node)

!
O)F*+,-.

Input layer
vector X

y=oWw:-x+b)

(/010-.

(v is a scalar)




Multinomial Logistic Regression as a 1-layer Network

Fully connected single layer network

*
|

Output layer
(softmax nodes)

W is 3
matrix

Input layer
scalars

N

V4

7
.4

\\\ .
\\ s a vector

*
#

y = softmax(IWx

V IS a vector

b)



Reminder: softmax: a generalization of sigmoid

For a vector .' of dimensionality /, the softmax is:
\

softmax(z) = & EXP(ZI) , & EXP(Zz) Ve & Exp(zk)
iZIeXP(Zi) izlexp(zi) i:1€Xp(Zi)
softmaxzi) = & keXp(Zi) 1<i<k
i—1€Xp(z;)

Example:
z=10.6,1.1,-1.5,1.2,3.2, —1.1]

softmax(z) = [0.055,0.090,0.006,0.099,0.74,0.010
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y = 0(z) vyis ascalar

Output layer
(0 node)

hidden units
(0 node)

Input layer
(vector)
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Output layer

(0 node) U
hidden units W
(0 node) 7o »\,«“
\YY ﬂ*"‘
Input layer /

(vector)

[

0"%%$4,/,*%()09)0

y = 0(z) vyis ascalar
z=Uh

h=0oc(Wx+b)

J

DY
vector
AR
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y = 0(z) vyis ascalar

Output layer
(0 node)

hidden units
(0 node)

Input layer
(vector)
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y = softmax(z)

Output layer

(0 node) U N z=Un y is a vector
hidden units ‘

(0 node) /;0,

Input layer

(vector)
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$[2]

! [2] "

TR [2](| [2]) sigmoid or softmax

# [21gl1] o4 &l2]
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1 _ il gl 4 plt

z —

alll = gl

2 = wllgll 4 pll foriin 1.n

a2 = gl Al = wlil gli=1 4 pli
5 = gl all = gli(Zl

y — a[n]
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Let's switch to a notation without the bias unit
Just a notational change

1. Add a dummy node a,=1 to each layer

2. Its weight w, will be the bias

3. Soinput layer al®,=1,
o Andalt=1,al?=1,...
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Instead of: We'll do this:
X = x]; -XZ; ceey xno X — xO, x], X2, coey an
h=oc(Wx+b) h= (WX)#
] "o

no
h]' —= O (Z Wiixi —|—l9j) | Wiix;
=1

=0
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We'll do this:

Instead of:
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Let's consider 2 (simplified) sample tasks:
1. Text classification

2. Language modeling

State of the art systems use more powerful neural
architectures, but simple models are useful to
consider!
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We could do exactly what we did with logistic
regression

Input layer are binary features as before
Output layerisOor 1
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Var Definition

X1 count(positive lexicon) € doc)

xp  count(negative lexicon) € doc)
1 1if “no” € doc

{ 0 otherwise

x4  count(lst and 2nd pronouns € doc)
1 1if “!” € doc

{ 0 otherwise

x¢  log(word count of doc)




Feedforward nets for simple classification

U

"4 05%-
6$$76,-80-7
'$+8,-9

%,23/+3*

#$2-%/13,' W

W

fl fz fn

fl fz fn
Just adding a hidden layer to logistic regression

I allows the network to use non-linear interactions between features

' which may (or may not) improve performance.




Even better: representation learning

The real power of deep learning comes

from the ability to (,"-# features from
the data

Instead of using hand-built human-
engineered features for classification

Use learned representations like
embeddings!




Neural Net Classification with embeddings as input features!

p(positive sentiment|The dessert is...)

Output layer
sigmoid

U

Hidden layer @ @ @ E ‘@ dnx1

/ X <1
W /4/§4‘% Wep e

Projection layer o

. oo @ ¢+ Q0 (FO ee @ ¢¢ QU] (@@ ¢¢ @ ¢+ @O0 3dX1
embeddings ‘K ‘,‘ ‘[
embedding for embedding for =~ embedding for
word 534 word 23864 word 7
The dessert IS

W1 Wy W3
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(@6 - @ - 00) (@ ¢« @ ++- 0U) (@@ - @ -+ 00)

This assumes a fixed size length (3)! e”’vb’fr‘é\“é%%f” QVTE%TS;%%Z” em?ve%ii”?g o
Kind of unrealistic. Uic dessert S

Wq Wo W3

Some simple solutions (more sophisticated solutions later)

1. Make the input the length of the longest review
* |f shorter then pad with zero embeddings
* Truncate if you get longer reviews at test time

2. Create a single "sentence embedding" (the same
dimensionality as a word) to represent all the words
* Take the mean of all the word embeddings

* Take the element-wise max of all the word embeddings
*  For each dimension, pick the max value from all words
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What if you have more than two output classes?
> Add more output units (one for each class)
> And use a “softmax layer”

softmax(z;) = - 1<i<D
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3"#5"b,.206,()#5 : Calculating the probability of the
next word in a sequence given some history.

' We've seen N-gram based LMs

' But neural network LMs far outperform n-gram
language models

State-of-the-art neural LMs are based on more
powerful neural network technology like Transformers

But 1)&/(,.7,,670-8"-6.321. can do almost as well!



Simple feedforward Neural Language Models

9"1:: predict next word ! |
given prior words ! Hl g #l gy, ..

4-0;(,& : Now we're dealing with sequences of
arbitrary length.

<0('"%)0#Sliding windows (of fixed length)

1 1
P(we W) = P(wi|lw,_n.q)
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p(aardvark|...) p(fish|...)  p(for|...) p(zebra|...)
Output layer @ y @ @ V|x1
softmax o Sl - o ' B
Hidden layer  |(1y hy hs I h J dpX1
W wt_ dhX3d
Projectioq layer N XX I ) N XX )} (@@ - ® -« ®0® 3IdXx]
embeddings i T
embedding for  embedding for embedding for
word 35 word 9925 word 45180
1
% ..| and [thanks for all the -
Vi3 Vg Wi-1 Wi




Why Neural LMs work better than N-gram LMs

O-"Y#)#5.6"%"=

We've seen: | have to make sure that the cat gets fed.
Never seen: dog gets fed

9,1%.6"%"'=

| forgot to make sure that the dog gets

N-gram LM can't predict "fed"!

Neural LM can use similarity of "cat" and "dog"
embeddings to generalize and predict “fed” after dog
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Actual answer " “ }

Loss function L('1#')

System output '

1 )

o+ $UHE (%))

"HSYOHE, (%))

Training instance
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For every training tuple " #5%
= 8+() ' #$5%&E$>%+8&,&-'()&')4-(0) +#)"2&-> &)
= 8+()(&)"%&3' $'>%+8&,&-'()&')+%0,&")?"-.382@)
| "HE%E& ' &S(YoH)*+) % H#-&
o Compute loss! between true"” and the estimated #
> For every weight $ from hidden layer to the output layer
o 1"#3%&'%(&")&*+(%
| "HE%& ' &$(%./--&, Yo, #-&
> Assess how much blame it deserves for the current answer

> For every weight $ from input layer to the hidden layer
"#$5%&'%(&")&*+(%




Reminder: Loss Function for binary logistic regression

A measure for how far off the current answer is to
the right answer

Cross entropy loss for logistic regression:

Lce(Wy) = ! logp(ylx) = ! [ylogy+(1! y)log(1l! y]

= ! [ylog! (wéx+b)+(1! y)log(1! ! (wax+ b))]




Reminder: gradient descent for weight updates

Use the derivative of the loss function with respect to
weights %&. (") )#%

To tell us how to adjust weights for each training item
> Move them in the opposite direction of the gradient

wtl — H%L(f(xiw)a)’)

> For logistic regression

aLCE()?ay)
aWj

= [ow-x+b) ),




D" * %A#A%0" 0%A. *#5, 0#5.%4(8.%7*(8

Using the chain rule! "B HRE S0 _ du dv
dx dv dx

Intuition (see the text for details)
:$-3)0+3)$;,6;+<$;8$32<+%7;/>7?
:$-3)0+3)$;,6;+<$;=*+3)0+3,’

:$-3)0+3)$;,6;+<$;%,//

" " 13 1%

#; 1$ % #




How can | find that gradient for every weight in
the network?

These derivatives on the prior slide only give the
updates for one weight layer: the last one!

What about deeper networks?

| Lots of layers, different activation functions?
Solution in the next lecture:

| Even more use of the chain rule!!

| Computation graphs and backward differentiation!
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For training, we need the derivative of the loss with
respect to each weight in every layer of the network

* But the loss is computed only at the very end of the
network!

Solution: ,“O'. ;"! :/'O/HSH%)O#. (Rumelhart, Hinton, Williams, 1986)
* Backprop is a special case of backward differentiation

*  Which relies on computation graphs.



J(89)0,0#(&%Q*,9"$

A computation graph represents the process of
computing a mathematical expression




@;,89/.K8 L(a,b,c) = c(a+2b)

(
g = Zib
e
L

Computations:

= a-+d

— C*x¢€




@;,89/.K8 L(a,b,c) = c(a+2b)

g = 25D
Computations: e = a+d
L. = icKe

forwarad pass

3
‘ %

1

-




Backwards differentiation in computation graphs

The importance of the computation graph
comes from the backward pass

This is used to compute the derivatives that we’ll
need for the weight update.




@;,89/. L(a,b,c) = c(a+2b)

g = 2xb
e = a+d
L

— C*x€

| | |
We want: Q_%, %, and%

"
The derivative 7 tells us how much a small change in !"
affects #
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Computing the derivative of a composite function:

'BOHERE 4 _ du

dx dv dx

df du,dv ,dw

"BOHBENE SO = oA A




@;,89/. L(a,b,c) = c(a+2b)

g = 2%b

e = at+d

k. = Lcke 37
5= e
oL dL de
Ja _ de da
oL dL de dd

Jp _ de dd ob
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L(a,b,c) = c(a+2b) gz gz gi 3
d = 2+b db ~ de dd db
e = a+d
Br: =5 [ =% ; a—L:c%—e
% 9
e=a+d : %—1,&7—1
d—=12b : 8_d:2




L 'L
JdL dL de L=ce: -“=¢ =g

@:,89/. da ~ deda PR
8_L B dL de dd e=a+d : ll_e:]_’l'_e:]_
b~ e dd db o
d=2b : 'I—b:2
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backward pass




Backward differentiation on a two layer network

@322,37,0+3)0+3, A = willx 4 plll
e 'l = ReLU(:M)
A2 — w2l g pl2l
#$%&*+3)0+3,'
1 a? = o(z?)




Backward differentiation on a two layer network

A — willlx 4 pll]
a! = ReLU(z") dReLU(z) [0 for z<0
_ dz B <\ 1 for z>0
A2 — w2l o pl2l
a? = o(z%) d;iz)za(z)(l—a(z))
$ = 12|




Backward differentiation on a 2-layer network

(Z)_ 0 for z<0
11 for z>0

299 — ()1~ 0(2)

dz {1f0r z>0




0L A1 = wig o pl]
Starting off the backward pass: — i ;Vew?ﬁ)
(I'l write %f&' %% and ( for (12! ‘ zg - W([z][;[)l]—l—b[z]
$C1#) %&C O)*+, - ( &™)+ &1)) § = a”
$(/#)%&(' 0/ - &")0)*+ &/,)
%I L H
l#1$
)! ) &9 ) &-(0+ %
)_(Vo +<< ) % )./O+12 Y% )
0 0 """+ 0
* +(( i O D g O)) “ (5% oot

0/ 0$ [ "&.
— %/ + &/ — 0 ( ) . 0 |
010 01/0&/ .&//( &/1)%2&
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For training, we need the derivative of the loss with respect to
weights in early layers of the network

| But loss is computed only at the very end of the network!
Solution: backward differentiation

Given a computation graph and the derivatives of all the
functions in it we can automatically compute the derivative of
the loss with respect to these early weights.
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